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 TITLE  \* MERGEFORMAT 
Lecture 4 Introduction to Audio

1. Objectives and References

1.1 Aim

The aim of this lecture is to introduce you to the use of digital audio in multimedia. 

A later lecture (week 8) covers Standards and Production Techniques.

1. The supporting tutorial for this lecture requires you to capture sound from an external source and carry out basic audio editing using the SoundForge tool

· Introduction to sound

· Sound on a Computer

· Digitising Audio

· Editing

1.2 Objectives

By the end of this section you should have achieved the following

1. You will understand the background issues to the use of sound recordings

2. You will be able to differentiate between MIDI and Wave files

3. You will be able to manage sound resources effectively to produce professional-quality digital audio files 

4. You will be know how to edit digital files to produce audio assets to meet the needs of a variety of multimedia programmes

1.3 Relevant Books and Websites

Vaughan, T. (1998) Multimedia: Making it Work 4th  edition. Osborne McGrawhill follows a similar structure to this lecture in Chapter 10.

Desktop Multimedia Bible (Burger, 1993 - isbn 0-201-58112-4) Chapter 10 covers objectives 1 and 2 in much more detail than the lecture. Chapter 11 goes into even more detail if you wish to pursue the topic. Chapter 12 covers objective 3 in great detail.

www.mp3.com contains a vast library of current material about audio over the internet.

2. Introduction to Sound

2.1 What Is It?

Sound is the result of waves forming in air (like waves from a pebble thrown into water). When these waves reach our inner ear, the minute variations in pressure are perceived as different frequencies and volumes. 

A very loud sound, of course, breaks the ear-drum, and a very quiet sound may not be noticeable. Our brain processes these sounds based on previous experiences. Sound is measured both as volume (dB or decibels) and as frequency (Hz). Many frequencies combine to create familiar sounds, such as a voice or a musical instrument.

2.2 Why Use It?

Making coffee percolator noises in the kitchen was thought in commercials a few years ago to be able to fool people into thinking some freeze-dried concoction was real coffee.

Movie sound-effects staff have, for many years, convinced us that our eyes have seen something that we did not.

Radio plays are filled with evocative sounds to convince us that we are not listening to three casually dressed people arranged around a microphone in a dingy studio.

Whether your tastes run to opera, ethnic or commercial music, you will be aware that certain types of music can put you into certain types of moods. Whether your intention is to walk on sunshine or back to happiness, to wallow in melancholia, seduce someone or achieve murderous intent, there is a song for you.

Good multimedia makes use of all of this and more to enhance visual presentation, get round the limitations of the medium, or simply make bearable otherwise dull material. Sadly, these lecture notes have no accompanying soundtrack.
2.3 Copyright Issues

There is a constraint. The power of the music has long been recognised, and for centuries composers and performers have enjoyed steadily evolving rights. See http://www.dcs.napier.ac.uk/~tommc/modules/mm32033/audio/audioIPR.htm  for information on just a few of the Intellectual Property Rights that you must respect when using sound recordings. 

They are formidable and well-entrenched in law in every country. They are also widely-ignored, but are very easily enforced when it is cost-effective to do so. “Comes the hit, comes the writ”, is the saying in the music business. Even private parties and religious services are not exempt. A birthday party in the village hall, or singing “Blowing in the Wind” at a church service requires a paid license in the UK, and most other countries

· If you are to produce professional multimedia, you should use sound wherever appropriate. To obtain this sound you have three choices. 

· Write and record it yourself – if you’re good enough and don’t mind giving your talents away for free!

· use royalty-free clips (but check the actual rights on offer), 

· license what you can’t produce yourself – either he song, the recording or both 

There are rights for the musicians and the writers. You can record, and use for free, traditional songs, as these are considered in the Public Domain, unless you use a copyright arrangement. This happened to the Beatles’ producer George Martin, with the instrumental at the end of “All You need is Love” in the 1966 world-wide satellite broadcast. It included a snippet of the melody of “In The Mood”, which was Public Domain, but was judged to be based on the Glenn Miller arrangement, which was copyright. As arranger for the session, he had to pay the fee out of his own pocket, ending the day £200 worse off!

You can record yourself singing published works like “Happy Birthday to You” or “The Twelve Days of Christmas”, and you need pay only a few pennies for each CD you produce with these tracks on it. (Actually, if you miss out the line “Five Gold Rings!” in the latter, the song is public domain). In the UK, MCPS collect the fees when you make the disks, and PRS will collect a fee from anyone who broadcasts it, or allows it to be performed in a public place, eg a trade show or a school.

3. Sound on a Computer

· Since music synthesisers were standardised in the nineteen-seventies, computers have increasingly been able to be used as musical instruments. It is important to separate in your mind the two ways in which you can make sound on a computer – 

· To play back a series of instructions to play notes on a given instrument of a given pitch, volume and length 

· To play back a file which contains a full recording.

3.1 Midi Files

The Musical Instrument Digital Interface (MIDI) standard was the first plug and play multimedia networking protocol, in the early eighties. Musical instruments were used to send messages to each other along the lines of “Give me a loud middle C on the piano for two seconds”. It was up to the receiving device to interpret this as best it could. Some instruments (and increasingly stand-alone modules) could sound like a Steinway in the Albert Hall, others like a beer-soaked broken-keyed piano in a local bar.

An entire track could be contained  in a few thousand bytes, but it would sound different on each device, and apart from a few “Oohs” and “Mmms”, there was no vocal track. Think of a MIDI file as the conductor’s score, instead of the recording itself.

Initially a small electronic circuit synthesised an approximation of each sound. It did this by filtering white noise (an even mixture of all sound frequencies) and applying modulation and resonance. This gave the tone, or timbre, of the sound. By setting ADSR levels (Attack, Decay, Sustain and Release), based upon an observed analysis of the actual sound of each instrument, sounds became more and more realistic.

More recently small digital samples have been used, and replayed at different speeds to give different notes. To avoid sounding like the Smurfs (a silly, speeded-up sound), several separate samples are used to cover the whole range of an instrument.

3.2 Samplers 

As the price of digital chips dropped these samples became longer and longer, and thus blessed us with the sampler. The practice of recording individual notes gave way to recording snippets of voices or whole tracks and the club sounds of today were born.

3.3 Digital Audio Files

In the early eigties, MSX, Apple, Atari and Amiga computers all incorporated musical instrument technology into computer design. Other manufacturers produced add-in cards. Each spawned a number of different (and incompatible) methods of storing the audio information. Over the years these gradually coalesced into a number of standards, chief of which are the .Wav file on the PC and .AIFF on the Mac.

These formats were used by the different Sampler Manufacturers to allow compatibility between their instruments and personal computers. Most authoring tools allow you to interchange between Mac and PC formats.

Reflection:

Now a £500 PC has many times more sound-making capacity than the £25k Fairlight and Synclavier devices used by acts like Kate Bush and Frankie Goes to Hollywood to produce those classic hits of a few years ago. Baby Bird can produce albums in his bedroom. FGTH went broke because the producer spent millions in the studio. What similar paradigm shifts might occur in the next fifteen years?

Digitising Audio

Increasingly sound-editing and production is done completely in the digital domain, but to get sound in – either of a voice, a live instrument, or a complete performance, the analogue signal has to be digitised and stored as computer files. Careful attention to detail at every stage of the process can avoid the typical losses of quality. While you can still spend £1000 on a high-quality sound digitisation unit for a PC, and professional sound cards are about £400, perfectly adequate work can be done on a £50 sound card. 

Avoid very cheap cards, as these often come without useful bundled software packages, are prone to excessive noise, and can cause other parts of your system to malfunction

3.3.1 Cataloguing the sound sources

You can waste large amounts of time trying to find something. Keep up to date, annotated scripts. Ensure that you can find a recording easily from your records. Don’t rely on your memory. Time fades it, as does fatigue. Every piece of media should be labelled with

Source/Master/Edit/Remix (as appropriate)

Date(s)

Equipment used

Script References

A reference to any relevant contracts

Writers/Publishers of any third party component.

Start and Stop times of every piece, and an indication of quality.

Every time you make an intermediate version, such as an edit or mix, record what the sources were. Try and avoid disposing of source material. If you must, then assess whether there are any possible uses you might have for the material in future.

Where possible, use new media every time - there is less risk of flaws, and of erasing older material accidentally.

Double check every label. Tapes easily get mislabelled. Always have a means of double checking.

Store as much of this in a database package, or even a simple spreadsheet. This way you can retrieve the information by query.

As you digitise a file, use a file-naming convention that will let you tie the file back to the original media very quickly - use codes rather than “friendly” file names. 980211xx.wav is easier to find and identify than “Windsor Davies on the second day of the Standard Life shoot - sixth take.wav”. Your database can contain the detail. When you have four hundred audio files, what seems like a smart or cute name will drive you, or the person who uses them, up the wall.

3.3.2 Matching Levels

Domestic hifi equipment often uses automatic level setting. This is rarely appropriate for professional use. Most professional audio equipment allows you to use test tones to set optimal recording levels. Setting the meters to 0dB based on a variety of frequencies eg 100Hz, 1kHz, 10kHz avoids distortion from too high a setting, or poor signal to noise from too low a setting.

Professional PC audio packages have comprehensive metering. Cheap or free software often dispenses with these features, or implements them in a primitive way. Find some way of achieving correct levels, even if it is only trial and error on a sample.

3.3.3 Choosing the Quality

Assuming  sufficient hard disk space, sufficient time and a reasonable quality of sound card, adopt CD quality settings (44.1kHz, stereo, 16 bit) as your standard, or better. You can always “downsample” - reduce quality - later. 

If however, your sound card is poor at high frequencies, or you have a large amount to do in a small time, it can make sense to sample at the target frequency. 11kHz will often be used for speech - in which case mono is usually adequate. 22kHz may be used for background music - often the PC speaker system is inadequate to hear better quality then this anyway.

If size is your main constraint, it’s better to solve this by compression, and by only digitising what you need, instead of the whole tape.

3.3.4 Preparing Space

Since audio can demand quite fast access to the hard disk, clear 50% more space than you need, run scandisk and defrag your hard drive before starting to digitise. Ensure that you have some means to backup the captured files periodically. Your machine or your disk may crash on file 398 out of 400, and lose some or all of your work.

Also clear enough space around the computer to lay out the script, the timings, and any other detail you have from the sessions.

3.3.5 Direct Recording

Increasingly, you can record the audio straight into the computer, bypassing tape altogether. Here the quality limitation is usually the microphone. By using a £100 microphone, and perhaps a £200 mixer to add output from keyboards, you can achieve near-studio quality recordings, straight to PC.

However most computers are noisy, and the office environment can make you self-conscious. Beware interruptions of the telephone and door-bells, as well noise from outside your window. Recording studios (or rehearsal studios) can be more productive environments, and you could bring the computer to the session, perhaps locate it in another room.

However, remember that analogue tape, and even DAT machines, usually have compression at high levels (limiting) which avoids distortion when recording. Most computer soundcards do not. If you do not detect that problem at the time, you will find it difficult or impossible to fix.

Editing

The process of refinement of raw material into the perfect match for your purpose.

3.3.6 Timewastin’

Like anything, don’t get too hung up on the detail. It is pointless to be perfectionist about 10% and rough and ready with the rest because of time constraints. As with every other aspect of multimedia, it’s what you do with the time that counts, not how clinically perfect the product becomes. Adopt a basic professionalism, but worry more about your customer and end-user than the praise or the sneers of your peers.

Always work out the fastest way to go through a sequence of events, as the following shows.

3.3.7 Trimming (Top and Tailing)

Since every effect you apply to the track will require recalculation of every sample in the track, it pays to keep the size as tight as possible. First delete all extraneous material at the end (but be careful not to lose the natural ambient decay of the sound). 

Then cut out anything at the start before your recording kicks in. Doing it this way round is faster, because an edit at the start will cause a change to the information stored at the end, but the converse is not true. 

After checking you have not lost anything (play first five seconds and then last five seconds and use Undo if you have to), save the file over the original. Now every edit action will be on the trimmed file. These will be a few per cent faster, and if you have to re-work an effect, at least you don’t have the edit to do again.
3.3.8 Editing (Splicing, Copying, Assembly)

You can now edit out noises, miscues, or edit in extra parts. You can cut short excessive gaps. Work fast - don’t ponder endlessly on the nuances at this stage. Before you save, check that the edit is correct by listening only to the affected part. Normally you will save the edited file to a new location, perhaps doing this to several files so that you can recover back to any point.

You should end up with something that is almost exactly what you want - the timing should match your storyboard.

3.3.9 Manipulation

This is where you improve the perceived quality of the sound. This is an area where you can work endlessly, so set yourself short-term deadlines, and focus on the biggest problems, before tackling the minor flaws.

3.3.9.1 Normalisation

In the fifties and sixties, it was usual for the engineer to “ride the fader” to keep the volume at the correct level. Now the machine can look after this. Select some or all of the track, and normalise it to ensure that all sounds are of the same general volume level.

3.3.9.2 EQ

The quality of this intervention varies according to the hardware and software. If you use this, test playback on a number of different soundcards and speaker systems to avoid pandering to the limitiations of your equipment. Audio engineers usually reckon that it is better to take away than to add eq - to silence the offensive, than to make the desirable more audible. However most recordings have a sweet spot - a small part of the frequency range to amplify slightly. With the sung voice it is around 3kHz, with the spoken voice - 1.5kHz. Experiment and see.

3.3.9.3 Effects

Always use a little rather than a lot. Reverb can be used to make a small room sound like a large hall. If you have a voiceover split over two sessions at different locations but with the same voice, the recordings will sound very different. A touch of appropriate reverb and EQ can make session two sound closer to session one, so that the difference is less noticeable in the context of your program.

3.3.9.4 Fades

When something fades to silence, our minds are already moving on, reviewing the old and preparing for the new. Doing this sensitively can make your recordings sound more professional, but it can be over-used. Sometimes a sudden ending is more effective.

Fading something in can be an effective way of disguising background noise or a messy start.
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